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ABSTRACT
Computational Fluid Dynamics (CFD) simulation is an important
tool in the built environment to analyse wind flow. However, long
simulation times limit their utility in fast-paced design processes,
especially in larger (urban) scales and in design exploration meth-
ods. Two possible approaches to reduce computational cost are:
(1) Simplified models such as Fast Fluid Dynamics (FFD) and (2)
surrogate models. FFD simulations are faster, but less accurate than
CFD, especially for turbulent flows typical at the building scale.
Surrogate models are machine learning (ML) models that replace
CFD models, but they require extensive training and can be limited
in generality and/or accuracy.

This paper proposes to hybridize the two approaches by using
FFD results as inputs to a ML model. This coupled approach intends
to leverage shortcomings of both simplified physics based models,
such as FFD, as well as pure ML models. The paper presents first
prototypes of this idea to predict wind pressure on the facade of
high-rise buildings. We show that by using a coupled approach,
predictions can gain details when compared to a conventional pure
ML model. While the results are not fully conclusive, presumably
due to limited data availability, they indicate promising potential
for future research in this direction.

CCS CONCEPTS
• Computing methodologies → Modeling methodologies; Su-
pervised learning by regression; •Applied computing→Computer-
aided design.
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1 INTRODUCTION
Architectural and engineering practices increasingly use building
performance simulations to asses and optimize a building design’s
performance, such as resource and/or energy efficiency. For ex-
ample, urban, environmental and structural design disciplines use
Computational Fluid Dynamics (CFD) simulations to analyze and
predict wind flow for urban, environmental and structural design.

Since CFD program numerically solve complex fluid flow equa-
tions, they can result in high computational cost. This limitation
is evident especially for design space exploration methods such as
optimization that often require hundreds or thousands of design
variants to be evaluated [1]. As such, Mavromatidis et al. highlight
the importance of “fast but sufficiently accurate simulators”, in-
cluding wind flow, for the design of district-multi-energy-systems
[10].

There are at least two approaches to overcome the computational
expense of CFD simulations: (1) Simplified physics based models,
such as Fast Fluid Dynamics (FFD) and (2) surrogate models. FFD
simulations are faster, but less accurate than CFD, especially for tur-
bulent flow typical at the building scale. Surrogate models replace
CFD simulations with data-driven machine learning (ML) models,
but require extensive training and can be limited in generality.

In this paper we propose to combine the two approaches by
using FFD values as inputs to a ML model. This method leverages
the fast, but inexact simulation values from FFD for more accurate
predictions from a ML-surrogate model and thus attempts to tran-
scend some of the shortcomings of both approaches. This research
therefore presents numeric experiments of prototypes of such a
coupled FFD-ML approach:

ℎ(𝑓 (𝑥)) = 𝑦coupled

{
𝑦physics = 𝑓 (𝑥)
𝑦ml = ℎ(𝑥)

(1)

https://doi.org/10.1145/nnnnnnn.nnnnnnn
https://doi.org/10.1145/nnnnnnn.nnnnnnn
https://doi.org/10.1145/nnnnnnn.nnnnnnn
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2 BACKGROUND
2.1 Computational Fluid Dynamics
CFD involves creating a finite element mesh from a virtual wind
tunnel and the analysis geometry. Iteratively solving the Navier-
Stokes equations and a turbulence model for the finite elements
yields wind velocity and pressure values.

In architectural and urban design, CFD are used to asses, for ex-
ample, wind loads, indoor ventilation and outdoor comfort. Chang
manually “optimizes” the aerodynamic performance of tall building
geometries by qualitatively evaluating several designs and selecting
the promising ones for CFD analysis [2]. Likely, the large compu-
tational expense of CFD made using an optimization algorithm
infeasible.

Liu et al. optimize environmental comfort in terms of daylight
and wind and conclude that the long time required for CFD simu-
lations reduces the optimization’s effectiveness [9]. Similarly, Xue
et al. use CFD simulations to optimize outdoor thermal comfort,
measured as universal thermal climate index (UTCI) for urban con-
figurations [18]. But, instead of fully simulating UTCI during the
optimization, they use precalculated UTCI values for individual
“stamps”, i.e., urban blocks with different typologies. In other words,
the optimization does not account for interactions between neigh-
boring blocks and variations in geometry of the blocks themselves.
This limitation likely is due to the prohibitive computational ex-
pense (each UTCI calculation requires several CFD simulations).
In short, the computational expense of CFD limits its applicability
for structural and/or environmental design and optimization. A
computationally less expensive alternative is FFD.

2.2 Fast Fluid Dynamics
Compared to CFD, FFD use simplified physics which were devel-
oped originally not for accurate simulations but for fast computer
graphics [13]. In other words, FFD were originally intended to
“feel right” rather than to “be right”. Zuo and Chen conclude that
FFD without a turbulence model are more accurate than with a
turbulence model [21]. This finding demonstrates the difficulty of
improving the accuracy of FFD simulations.

Despite their inaccuracy, FFD have been used also for building
simulations [7] and aerodynamic shape optimization (ASO) [3, 14].
Estrado finds that, for ASO of complex geometries, low-precision
CFD are more precise than FFD [4]. He thus concludes that low-
precision CFD are more applicable to ASO, despite their larger
computational expense.

Zhang et al. also compare using CFD and FFD simulations for
ASO [20]. They conclude that, although optimization with CFD
achieves slightly better results, FFD is more appropriate for con-
ceptual design since they achieve similar results (within 8%), but
with an around seven times smaller computational expense. How-
ever, although guiding the optimization well, the pressure values
from FFD were about one fifth of the corresponding CFD values
that were calculated with many iterations, i.e., high precision (for
optimization, Zhang et al. used CFD with lower precision to reduce
the computational expense).

Waibel et. al present the development of GH_Wind1, an open-
source plugin for Grasshopper [15]. Their implementation exhibits
good accuracy on simple validation cases, but struggles with “pre-
dicting velocity distributions in the wake regions behind obstacles.”
Their findings were consistent with Jin et al. [6]. We use GH_Wind
for the FFD simulations in this paper.

In summary, FFD is fast and suitable to qualitatively indicate
air flow in conceptual design stages. However, they have limited
quantitative precision when used for turbulent cases with high
Reynolds Numbers, such as flow around buildings. By combining
FFD andML-model trained to high-precision CFD values, this paper
aims to improve FFD’s accuracy while retaining its speed.

2.3 Surrogate Models for Air Flow
Surrogate models replace computationally expensive simulations
with less accurate, but much faster, statistical or ML models [17].
CFD simulations are an especially relevant application of surrogate
models due to their computational expense.

Evins et al. (further extended by Moonen and Allegrini) use
Gaussian Processes trained by CFD values to predict wind speeds
for energy analysis with very high accuracy (i.e., normalized mean
square errors around 1% or less) [5, 11]. Similarly, Zaghloul relies
on Self-Organizing Maps for air flow prediction [19]. Wilkinson
et al. [16] optimize the facade pressure of a tall building by com-
bining a neural network trained to predict the wind flow of the
building’s (static) environment with a simplified CFD simulation of
only the building design. They report a mean absolute prediction
error of around 5% with a simulation speed that was 27 times faster
than a conventional CFD simulation. Recent (unpublished) work in
predicting air flow by the Austrian Institute of Technology (AIT)
in Vienna, Austria, is based on Generative Adversarial Networks.
They achieve promising results, albeit missing validation reports2.

These aforementioned examples are in their essence classical
approaches of using ML: previously used expensive simulators
are entirely replaced with black-box data-driven models. Grey-box
models can be regarded as hybrid ML and physics based models, as
their parameters can be calibrated to a specific system. The domain
of fluid simulation has also already seen such approaches. Ladick
et al. implement Regression Forests into the Navier-Stokes equa-
tions to reduce computing times [8] and already in 2003, Pardyjak
and Brown report on their grey-box air flow model QUIC-URB [12].
Following this basic idea of coupling ML with physics, this paper
tests the hypothesis that FFD can be combined with surrogate mod-
els to maintain the speed benefits of approximate physics based
simulators and at the same time improving their accuracy.

3 METHODOLOGY
The paper uses ML to predict individual wind pressures from accu-
rate CFD simulations based on wind pressures from FFD. To test
our approach, we use a parametric design of a super-tall build-
ing as a case study. The same model was also used in [20]. In the
following, we describe the parametric geometry model, the CFD

1https://github.com/christophwaibel/GH_Wind
2http://infrared.city/. Accessed: 13th Dec. 2020
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Figure 1: Procedure of the parametricmodel to generate high-
rise geometry. Image modified after [20].

simulations used to generate the ground truth for our ML mod-
els, FFD simulations, as well as our proposed hybrid ML-physics
models.

3.1 Parametric Geometry Model
We use 100 parametric variants of a 300-meter-tall office tower
design in Shanghai, China as inputs to both CFD and FFD (Fig. 1).
The rotationally symmetric tower has 75 floors with a floor-to-floor
height of four meters. Seven control polygons, spaced equally along
with the tower’s height parametrically control its shape. These con-
trol polygons are hexadecagons, i.e., regular, sixteen-sided polygons.
Their radii can vary between 10 and 20 meters.

The model interpolates the roof’s and floors’ shapes between
the control polygons, yielding 76 hexadecagons with varying radii.
Since the hexadecagons’ vertices are aligned, connecting neighbor-
ing pairs of vertices yields trapezoids that define the tower’s climate
enclosure. For the CFD and FFD simulations, the model combines
these trapezoids into a quad mesh. We scale the resulting variants
to have a constant gross area of around 50’000 square meters. In
summary, the parametric model has seven continuous variables that
control the tower’s shape. The model yields a fluid dynamics model
consisting of a single quad mesh. Using this parametric model, we
randomly generate 100 variants for the CFD and FFD simulations.

3.2 Physics Based Air Flow Models
We generate 100 CFD samples for our ground truth set using
OpenFOAM. Furthermore, we generate FFD results of the same ge-
ometry set. These models, CFD and FFD, represent the “traditional”
physics based approach of white/grey box modeling, i.e., we com-
pute quantities of interest (here surface pressure) given system-
relevant arguments:

𝑦physics = 𝑓 (𝑥geom.), (2)

where 𝑥geom. are the 7 continuous geometry variables from the
parametric model (Fig. 1) and 𝑦 are 1216 surface pressure nodes on
the high-rise facade (16 per hexadecagon).

3.2.1 Computational Fluid Dynamics Simulation. Weuse Butterfly3,
a CFD plugin in Grasshopper based on the open-source OpenFOAM4
library, for the CFD simulations. The size of the virtual wind tunnel
is 5’500 × 3’000 × 1’500 meters, with cells of 5 × 5 × 5 meter. We
set a wind speed of 35 m/s at 10 meters above ground to produce
a realistic static equivalent normal windward pressure of around
5 KPa at the three-quarter height of the tower. We use the default
turbulence model for steady incompressible flows in Butterfly,
RNG k-Y, and run each simulation for 600 iterations.

With an Intel i9-8700 @ 3.20 GHz CPU and using ten threads, a
single CFD simulation takes an average of 5 hours to construct the
wind tunnel, prepare the analysis mesh and to solve the resulting
case.

3.2.2 Fast Fluid Dynamics Simulation. We use GH_Wind for the FFD
simulations5. The size of the virtual wind tunnel is 350 × 200 × 400
meters with cells of 5 × 5 × 5 meter in a regular Cartesian grid. We
use the identical inflow profile as for Butterfly, with a surface
roughness of 1.0 m and a wind speed of 35 m/s at 10 m above ground.
Other settings used in our FFD simulations are 1.511e-5 kinematic
viscosity, 1e-4 tolerance and maximal ten iterations for the Jacobi
solver, and 2nd order back-tracing. The simulation horizon is 30
with dt = 0.5, resulting in 59 iterations. We use the average pressure
values of the last five iterations as our simulation result. With an
Intel i9-8700 @ 3.20 GHz CPU and using ten threads, an average
simulation of our model takes about five minutes.

GH_Wind’s FFD implementation (as most others) employs a rect-
angular grid for the analysis mesh. Therefore, reading values from
curved surfaces such as the case study in this paper inherently
introduces errors. We aim to reduce these errors by using the FFD
values as inputs to an ML model trained by more accurate CFD
values.

3.2.3 Comparison CFD and FFD. Fig. 2 shows pressure values of
the complete set of 100 geometries for nodes #481 to #496 (about
half the total building height) using CFD (left) and FFD (right). The
colors represent the different nodes, e.g. the orange markers with
high pressure values are those nodes facing the wind. The figure
shows that magnitudes differ significantly between CFD and FFD
with latter model achieving maximal dynamic pressure values of
around 900 Pa, while the CFD simulations result in almost up to
4’000 Pa. The same observation can be made for negative pressure
values, where FFD seems to underestimate significantly in magni-
tude. However, comparing the distribution of the different marker
colors, it suggests that the “trends” are similar for both models. This
is a major motivation in using FFD as a first “approximation” that
could be calibrated with ML.

Fig. 3 contrasts pressure values simulated by CFD to those sim-
ulated by FFD in a scatter plot for node #490. The low degree of
correlation between both models is striking and this might pose a
fundamental challenge to our idea of hybridizing ML with FFD. As
an example, if one geometric configuration on the one hand reduces
surface pressure (using CFD as ground truth) but on the other hand
increases surface pressure with FFD, it generates a wrong signal for
a potential hybrid FFD-ML model. While the relatively low model
3https://www.ladybug.tools/butterfly.html
4www.openfoam.org
5https://github.com/christophwaibel/GH_Wind
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Figure 2: CFD (left) and FFD (right) surface pressure values of
all 100 samples for nodes # 481 to 496 (about half the height
of the building). The marker colors indicate different nodes.
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Figure 3: Comparing CFD and FFD values of all 100 samples
for node 490 (upwind direction).

fidelity of FFD is undisputed [7, 15], it remains unclear whether the
CFD simulations can really be considered as ground truth.

3.3 Regression Models
In the following, we describe different ML methods to predict sur-
face pressure:

• Classical ML method (no physics as inputs)
• 5 coupled physics-ML methods

We test each proposed ML method with all of the following
regression models respectively6:

• Random Forest (RF),
• Gaussian Process (GP),
• Linear Regression (LR),
• K-Nearest Neighbor Regression (KNN),
• Decision Tree (DT),
• Support Vector Regression (SVR).

We split the 100 samples into a training set of 70 samples and a
test set of 30 samples.

We also tried regular feedforward Artificial Neural Networks
(ANN) with different architectures7. However, as was to be expected
due to the small sample size in our experiment, our best ANN
configurations only achieved about double the mean absolute error
(MAE) of the other tested regression models.

6Using scikit-learn 0.21.3.
7Shallow to deep, narrow to wide, using relu as activation functions. We used Keras
2.3.1 and Tensorflow as backend.

Figure 4: Mean Absolute Error (MAE) distribution depending
on building height. Example shown for Coupled Method A:
Linear Regression.

3.3.1 Base Regression Method. The “Base Regression Method” rep-
resents the classical approach, where the CFD simulator is replaced
entirely with a data-driven black-box (hypothesis) model. As in-
puts, we use the 7 geometry variables that construct the parametric
geometry model (Fig. 1). We train separate models for each of the
1216 output (pressure) nodes of the high-rise building:

𝑦ml,𝑛 = ℎ𝑛 (𝑥geom.), (3)

where 𝑛 is the node index ∈ {1, . . . , 1216}.

3.3.2 Coupled Physics-RegressionMethod. As for the coupled physics-
ML method, we propose and study following approaches:

• Coupled Method A: This method uses all 1216 FFD nodes
(matrix is normalized before training) to predict each output
pressure node separately. Geometry is not used explicitly,
but it can be assumed that such information is implicit in
the FFD surface pressures:

𝑦A,𝑛 = ℎ𝑛 (𝑓 norm.
ffd ), (4)

• CoupledMethod B: This method is identical to A but concate-
nates the 7 geometry variables as features to the hypothesis
model:

𝑦B,𝑛 = ℎ𝑛 (𝑓 norm.
ffd , 𝑥geom.), (5)

• Coupled Method C: This method uses the 7 geometry vari-
ables, as well as one FFD node to predict each corresponding
output node separately:

𝑦C,𝑛 = ℎ𝑛 (𝑓 norm.
ffd,𝑛 , 𝑥geom.) (6)

• Coupled Method D: This method is identical to method C,
however the matrix with the FFD surface pressure values is
not normalized:

𝑦D,𝑛 = ℎ𝑛 (𝑓ffd,𝑛, 𝑥geom.) (7)

• Coupled Method E: This method uses only one FFD node
for each corresponding output node separately without any
explicit geometry variables:

𝑦E,𝑛 = ℎ𝑛 (𝑓 norm.
ffd,𝑛 ) (8)
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Figure 5: : Mean Absolute Error (MAE) for all nodes. Node
= 0 is at the bottom of the building, node = 1216 at the top.
Example shown for Coupled Method A) - Linear Regression.
Errors increase with increasing building height.

4 RESULTS
This section presents the results of all ML methods and models
using Mean Absolute Error (MAE) and Mean Absolute Percentage
Error (MAPE) as metrics.

4.1 General Model Performance
Generally, it can be observed that MAE peaks for all models and
methods at around 4/5th of the building height (Fig. 4 and Fig.
5). At these elevations, dynamic pressure is also highest for most
geometric configurations in the sample set.

Fig. 6 shows MAE for nodes #481 to #496 (which is at about half
the building height) of one geometry configuration. In this graph,
coupled methods A, D and E, as well as the base ML method are
shown in different colors. It is striking that MAE is also highest at
the flanks of the high-rise building, parallel to the wind direction.
MAE is lowest at nodes facing the wind and around double as high
at leeward nodes. These regions of especially high MAE are those
with extreme negative dynamic surface pressure. It suggests that
such regions are more difficult to predict, since air flow patterns
become more sophisticated as compared to regions directly facing
the wind direction. It is known that FFD is also less accurate at such
wake-regions, which are characterized by vortices and turbulent
flow [6, 15].

4.2 Regression Model Comparison
Fig. 7 and Table 1 summarizes MAE and MAPE of all regression
models and ML methods. It is striking that all models and meth-
ods achieve similar performance, albeit with relatively high error.
Median MAE is at around 180 Pa for most models and methods.
Maximal MAE often range >1200 Pa, which might be considered
too high for a design tool to be acceptable.

It is interesting to observe that all methods behave similarly. We
suspect that our training set does not offer enough variation to
fully explore the differences of our proposed approaches. Further-
more, the performance is relatively bad when considering the Pa
quantities. This might be caused by a too small sample set (only

480 485 490 495
0

200

400

600

800

Luv

Lee
Sides

Figure 6: MAE for nodes 481 - 496 (one hexadecagon). Errors
are higher at theflanks and downwind (leeward) thanupwind
(luv). All regressionmodels are shown, but excluding coupled
regressionmethods B) and C). Black +markers: Base Method;
Green omarkers: Method A); Red * markers: Method D); Blue
×markers: Method E).

100), or potentially by significant amounts of noise in our ground
truth data.

As reported in the Methods section, the best ANN models we
could build resulted in about double the errors, which is why we
did not include the results into our comparison.

4.3 Exemplary Testing
In Fig. 9 we use the Linear Regression (LR) models for the base
regression method and coupled methods A, D and E at the example
of one building geometry of the test set (Fig. 8). The figure also
shows CFD and FFD simulation results.

While the figure clearly shows that FFD is significantly off from
CFD (Fig. 9, a) and b)), it actually resembles more of the geometric
shape of the tested tower (Fig. 8): From the surface pressures of the
CFD, the geometric bulges of the high-rise building cannot really be
deducted, whereas the FFD simulations do show separate regions
of higher wind pressure.

Looking at the different ML models (Fig. 9, c) to f)), it suggests
that Coupled Model A yields the most authentic prediction when
compared to CFD. This method uses all 1216 FFD pressure nodes as
inputs. Especially the separated regions of low pressure on the build-
ing flanks (nodes 3 – 6 and 11 – 14 in Fig. 9) are well predicted. On
the other hand, the Base Regression model which uses no FFD sim-
ulations as inputs, results in a smoothened / interpolated pressure
distribution when compared to CFD. The same can be observed for
Coupled models D and E8. Such smoothened/interpolated results
can be understood as loss of detail in the prediction.

Fig. 9 also indicates MAE and MAPE values for each regression
method. It is striking that visually, method A appears to be the
better fit to the ground truth, while showing worst results in error
metrics. We could observe the same for a number of other examples.
It suggests that Fig. 7 and Table 1 should be treated carefully.

8Coupled model B and C are not shown here. However B behaves similar to A and C
similar to D.
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(a) Base Regression Method: 7 geometry inputs per output
node.

rf gp lr knn dt svr
0

200

400

600

800

1000

1200

1400

(b) Coupled Method A: All (1216) FFD nodes per output
node.
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(c) Coupled Method B: All (1216) FFD nodes + 7 geometry
inputs per output node.
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(d) Coupled Method C: One FFD node + 7 geometry nodes
per output node.
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(e) Coupled Method D: same as C) but without normaliza-
tion of FFD inputs.
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(f) Coupled Method E: One FFD node per output node.

Figure 7: Mean Absolute Errors (MAE) in [Pa] for the test set of all methods and regression models. ’rf’: Random Forest; ’gp’:
Gaussian Process; ’lr’: Liner Regression; ’knn’: K-Nearest Neighbor; ’dt’: Decision Tree; ’svr’: Support Vector Regression. MAE
computed per node, i.e., each boxplot contains 1216 MAE data points with each MAE value computed from 100 samples.

`-error 𝑦ml 𝑦A 𝑦B 𝑦C 𝑦D 𝑦E
MAERF 209 218 211 203 203 274
MAEGP 232 252 246 661 281 239
MAELR 206 256 257 206 206 239
MAEKNN 220 231 218 218 249 250
MAEDT 271 289 279 262 262 317
MAESVR 240 240 240 240 240 240
MAPERF 0.99 0.90 0.91 0.94 0.92 1.16
MAPEGP 0.91 1.29 1.21 2.78 1.43 0.96
MAPELR 0.94 1.31 1.29 0.95 0.94 0.96
MAPEKNN 0.90 0.89 0.92 0.91 1.13 1.03
MAPEDT 1.58 1.30 1.32 1.29 1.30 1.34
MAPESVR 0.89 0.89 0.89 0.89 0.89 0.89

Table 1: Mean (`) MAE and MAPE values for each method
and model.

5 DISCUSSION
The results of the numeric experiments in this paper are not fully
conclusive and it is apparent that future work is needed. Especially
the data quality and quantity of our CFD simulations need to be
improved in various ways. First, we suspect that the sample size

Figure 8: Geomtry of sample #84 (test index #1)

of 100 is significantly too small to build generalizable models that
may be usefully deployed for architectural decision making yet.

Second, the geometric variation in our data is limited, as we only
change radii of a “tube” at different heights. As a start, geometric
variations as used by Wilkinson et al. [16], and ideally large block-
scale datasets as used in the InFraRed project will presumable allow
more conclusive findings.



Physics Meets Machine Learning: Coupling FFD with Regression Models for Wind Pressure Prediction on High-Rise Facades Conference’17, July 2017, Washington, DC, USA

2 4 6 8 10 12 14 16

10

20

30

40

50

60

70

-5000

-4000

-3000

-2000

-1000

0

1000

2000

3000

4000

5000

(a) CFD model (ground truth)
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(b) FFD Model
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(c) Base Regression Model: 7 geometry inputs per output node
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(d) Coupled Model A: All (1216) FFD nodes per output node
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(e) Coupled Model D: one FFD node + 7 geometry inputs per output node
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(f) Coupled Model E: one FFD node per output node

Figure 9: Comparing surface pressure (in [Pa]) for different models, using sample #84 (#1 of the test set). Regression methods
(Base, A, D and E)) shown here are using Linear Regression. MAE (mean absolute error, in [Pa]) and MAPE (mean absolute
percentage error) computed per sample (i.e., computing the error by using 1216 node values). Fig. 7 and Table 1 show MAE and
MAPE computed for each node instead (i.e., computing error by using 100 sample values).
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Third, the assumption of CFD being the ground truth is some-
what naive9. Therefore, either more time and effort needs to be
spent in generating trustworthy and validated CFD results, or alter-
natively, robust regression models could be explored that filter out
noise in the data. Also, the discrepancy between error metrics (Fig. 7
and Table 1) and actual surface pressure images (Fig. 9) suggest that
other metrics invariant to translation / warping should be explored.

Fourth, our proposed hybrid ML-physics methods should be
regarded as early prototypes that were designed based on the limi-
tation of our data set. Having more data available will also enable
more sophisticated hybridization ideas that use higher order in-
formation (e.g. gradients), that embed ML models into the Navier-
Stokes equations of the FFD similar to Ladick et al. [8], or spatially
localized approaches such as in Pardyjak and Brown [12].

6 CONCLUSION
This paper proposed several methods for hybridizing simplified
physics based simulators (FFD) with machine learning (ML). The
hypothesis is that such coupled methods improve model fidelity of
simplified models while at the same time keeping simulation times
low. Furthermore, we believe that such coupled approaches might
significantly improve generality of classical ML models. With our
work we expand on the current trend in applied ML to entirely
replace simulation models with black-box data-driven models.

The results in our study are promising for an early prototype.
While global error metrics (MAE and MAPE) did not provide any
supporting evidence, the actual surface pressure images of an exem-
plary sample shows that by coupling FFD with regression models,
predictions can become more detailed when compared to classical
regression models (Fig. 9). The current challenges and limitations
should clearly be acknowledged and most importantly, future work
needs to first utilize larger datasets with higher degrees of geometric
variation.

As a final conclusion, our numeric experiments suggest that,
albeit the growing trend of exclusively using ML models for numer-
ous applications, physics based models might not be depreciated
yet and in fact could play a vital role in expanding current ML
research in building engineering.
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